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BS1. Jasmine Jones, Chitra Gadwal, and Steven Hall 

 WISEYES: Visualizations for Self-Analysis of Performance in Computer Use for Older Adults 

 

As a person ages, their body and mind experiences changes that may make it difficult to do tasks they were 

once familiar with. To adapt, older adults must make adjustments to maintain their ability to work or adopt 

new ways of working. Our study addresses the question of how to present data to a person about their 

performance during a task, in order to inform this process of adaptation and adjustment. The goal of this 

project was to make personal data accessible for older adults to analyze independently for their own benefit. 

As a case study, we focus on helping older adults understand and analyze how well they are using a computer.  

We took an interdisciplinary approach to investigate three main interests: 1) Data visualization techniques to 

contextualize and represent multi-variate time-series data to display performance over time; 2) Best practices 

for providing feedback about computer task performance to people experiencing cognitive or physiological 

impairments; and 3) Socio-cultural and generational influences on a older adult's perceptions and preferences 

regarding depictions of their personal information. 

 

BS2. Morgan Madeira (Advisor: Anupam Joshi), ebiquity 

 Analyzing Social Media Data 

 

Social media has increasingly become an outlet for expression in our society. Research suggests that analyzing 

data from social media sites can lead to improvements in areas such as health care and search ad targeting. 

Users of these sites often associate with many other users who are described as “friends,” even if they do not 

have a strong connection, or what would be described as friendship in daily life. It is valuable to determine the 

strength of relationships between users and to identify communities within social networks. These 

communities represent people with similar characteristics; information about these communities can be used to 

solve many real-world problems. For instance, it is useful to identify groups that are interested in a specific 

movie genre. Information about these groups can be used to target movie advertisements towards the people 

most interested in that genre. These real-world problems have similar characteristics to the problem of 

identifying close friends. I have created a system to collect and analyze social network data about user 

characteristics, while being respectful of privacy concerns. The system is composed of a front-end Facebook 

application and a back-end machine learning tool. The front-end component gathers data about a user and their 

friends. The back-end uses the collected data and machine learning techniques to determine the relationship 

strength between users. I aim to present an accurate, novel method for detecting communities of close friends.  

 

                                                      
1
 Students who won research awards may also have posters, but they are ineligible for the three poster 

awards.  For their abstracts, see the talk abstracts. 
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MS Students (12) 

 

MS1.  Dibyajyoti Ghosh and Pramod Jagtap (Advisors: Anupam Joshi, Tim Finin), ebiquity 

 Privacy control in smart phones using semantically rich reasoning and context modeling 

 

In this article we present our ongoing work on user data and contextual privacy preservation in mobile devices 

through semantic reasoning. Recent advances in context modeling, tracking and collaborative localization have 

led to the emergence of a new class of smartphone applications that can access and share embedded sensor 

data. Unfortunately, this also means significant amount of user context information is now accessible to 

applications and potentially others, creating serious privacy and security concerns. Mobile OS frameworks like 

Android lack mechanisms for dynamic privacy control. Using semantic web driven technologies for modeling 

of device location, surrounding, application roles and declarative policies for specifying information sharing 

constraints under the derived context we have shown how data flow among applications can be successfully 

filtered at a much more granular level than offered by current generation of mobile OS frameworks. 

 

MS2.  Jordan Bisasky, Darin Chandler (Advisor: Tinoosh Mohsenin), Energy Efficient High Performance 

Computing Lab 

 A Many-Core Platform Implemented for Multi-Channel Seizure Detection 

 

This poster presents a reconfigurable many-core platform performing fixed point DSP applications supporting 

up to 64 cores routed in a hierarchical network. To demonstrate an application, electroencephalogram (EEG) 

seizure detection and analysis is mapped onto the cores. The individual cores are based on a 5 stage RISC 

pipeline architecture optimized to support communication to other cores on the platform. To reconfigure the 

platform, programs are loaded onto each of the cores. Communication between cores is implemented using 

low area routers that partitions computational cores into hierarchical clusters resulting in a low network 

diameter. The routers use a packet-switched protocol that minimizes circuitry which further reduces circuit 

size in comparison to the computational circuitry. A globally asynchronous, locally synchronous (GALS) 

architecture is implemented to eliminate global clock routing which consumes high levels of power due to long 

propagation and thus high capacitive loading from many cores. Additionally, cores not configured for an 

application has its local clock disabled which turns off unused cores. The overall result is a platform with 

lower power consumption than a traditional single core DSP with the reconfigurability lacking in an ASIC. 

Applications tested within the mapping include the Fast Fourier Transform (FFT) and Finite Impulse Response 

(FIR) filter. The seizure detection and analysis algorithm, when mapped onto the many-core platform, takes 

5663 cycles to execute in 14.45 μs. The prototype SoC is implemented in 65 nm CMOS which contains 64 

cores and occupies 8.41 mm2. 

 

MS3.  James Chandler, Jordan Bisasky, and Jerome Stanislaus (Advisor: Tinoosh Mohsenin), Energy  

Efficient High Performance Computing Lab 

 Real-time Multi-channel Seizure Detection and Analysis Hardware 

 

This paper presents a low power platform which performs continuous multi-channel detection and analysis of  

seizures for epilepsy patients. The detection unit, upon detecting a seizure, enables an analysis circuit that 

locally processes and transmits energy and frequency contents of the EEG data. Transmission traffic reduction 

of 256x is achieved by locally processing data and transmitting relevant information about the  

EEG rather than transmitting the raw EEG data itself. Multichannel detection is accomplished by replicating 

an ultra-low power single-channel detection unit 16 times, each for a distinct EEG channel. These detection 

units pass their output into a multi-channel detection block that, when multiple channels flag a seizure, enables 

the analysis circuit. The proposed detection architecture removes false positives and reduces detection delays  

by as much as 16 sec when compared to the current method. The platform is implemented in 65 nm CMOS 

which contains 16 seizure detection modules with a seizure analysis unit and occupies 0.43 mm2. When 

simulated at 1.3 V, the seizure detection unit runs continuously and dissipates 0.04 W at 256 Hz. The analysis 

unit consumes 0.36 W at 
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MS4.  James Chandler (Advisor: Tinoosh Mohsenin), Energy Efficient High Performance Computing Lab 

 An Efficient Network-on-Chip Designed for a Homogenous Many-Core DSP Platform 

  

This paper presents a NoC architecture that is optimized for a course-grained, deterministic DSP platform that 

supports up to 256 homogenous cores. The proposed network supports both local and long-distance 

communication for many types of application mappings. Communications in the proposed architecture exhibit 

a lower hop-count than that of flat topologies, especially at larger scales. The routers that implement the 

proposed NoC are designed modularly such that large-scale platforms do not introduce network complexity. 

Each router is designed to optimize the area/power-to-performance ratio through the following key 

characteristics: limiting flit buffers to one flit, restricted message size, and the implementation of virtual 

channels with a highly restricted virtual channel flow control. The NoC architecture is implemented in 65nm 

CMOS with a nominal supply voltage of 1.2V. We use a standard-cell RTL to GDSII flow using synthesis and 

automatic place and route. The hardware was developed using Verilog to describe the architecture, synthesized 

with Synopsys Design Compiler, and placed and routed using Cadence SOC Encounter. PAR results show that 

the proposed architecture saves up to 33% in area and up to 90% in energy-per-flit in comparison to some 

currently-implemented architectures. Several traffic patterns were tested on a network of 16 cores and 

throughput was up to 18Gbps. Then, the network integrated with 16 DSP cores and a 64- and 256-point FFT 

was mapped. Results show an execution time of 1.09us and 4.3us respectively. This is a speedup of 187% and 

the DSP platform shows a power dissipation improvement of 508%.  

 

MS5.  Nagapradeep Chinnam (Advisors: Tim Finin and Anupam Joshi), ebiquity 

 Group Recognition in Social Networks 

 

In present scenario people are using social networks to get connected and to share information. On an average 

each individual has 300-400 connections. Managing these connections to easily share information without 

intruding into users’ privacy poses a tricky challenge. An easy way to organize these connections is by 

grouping them and using the group semantics to develop an information sharing policy. 

     We propose to develop a machine learning system which can classify the user connections into groups 

given the training set which consists of groups and group instances. For practical demonstration of the system, 

we are using the data collected from Facebook. The major tasks are to identify the relevant features for the 

classification and to find a learning mechanism that best suits the problem. Another significant challenge is 

posed by hierarchical and overlapping groups. We show that our system classifies new connections into these 

groups with high accuracy even with 10-20% of labeled data. 

 

MS6.  Neha Sardesai (Advisor: J. M. Morris), Communication and Signal Processing Lab 

 Develop System Analysis Model for Trace Gas Detection using a Pulsed LASER and QEPAS 

 

This poster presents the development of a system analysis model for a QEPAS (Quartz Enhanced Photo 

Acoustic Spectroscopy) based trace gas detection system with pulsed-laser input and sample-mean test-statistic 

output. For this QEPAS-based system the input laser signal is pulsed, and its beam is centered between the 

tines of a quartz tuning fork placed in a gas cell. If the trace gas is present, it absorbs the energy from the 

beam, resulting in the generation of an acoustic pressure wave P(r,t). This pressure wave strikes the fork tines 

causing them to vibrate at a resonant frequency. These vibrations result in the flow of current within the tines, 

due to the piezoelectric effect. On obtaining the current flow signal waveform in the fork and using statistical 

signal processing of multiple samples of this waveform, the trace gas can be detected and its concentration 

estimated. This analysis model will allow one to assess the performance of such a system for various 

parameter values that define a given system. This is analogous to our earlier work on a photodetector-based 

gas-detection system analysis model [1]. The project involves the generation and solution of differential 

equations for the pulsed-laser signal intensity, the corresponding acoustic pressure wave, and the resulting 

tuning-fork tines vibration and generated current. From these equations we are assessing how well the QEPAS 

current waveform matches a desired ideal current waveform for detection and estimation signal processing: a 
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sinusoidal signal with a periodic on-off magnitude corresponding to the laser pulses. Our work is a different, 

but related, approach to that of N. Petra, et al., which considered a QEPAS-based system with a continuous-

wave wavelength-sinusoidal-modulated laser signal and corresponding detection/estimation scheme [2,3]. 

 

MS7.  Sumit More (Advisor: Anupam Joshi), ebiquity 

 Situation Aware Intrusion Detection Model 

 

Growing importance of the underlying information technology infrastructure of every business, media and 

manufacturing domains have led to increasing events of unauthorized infrastructure access, denial-of-service 

attacks, and stealing of valuable data. Intrusion Detection Systems (IDS) are applications which monitor the 

cyber-systems to identify any malicious activities, generate an alert when such an activity is detected, and 

redress the problem if possible. Most of the intrusion detection/prevention systems available today are rule-

based or signature-based activity monitoring systems, which detect threats and vulnerabilities by cross-

referencing the threat or vulnerability signatures in their databases. These Intrusion Detection Systems (IDS) 

face limitations in detecting newly published attacks or variants of existing attacks. Co-relating information 

coming from multiple data channels by semantic linkage can lead to a better threat detection model. Data 

source of web including blogs, chat-rooms, forums etc. can be a good source of information for upcoming 

attacks or threats whose signatures have not yet been tracked for the intrusion detection systems to catch. 

Semantic integration of the data sources from web, information from IDS/IPS modules, and the expert 

knowledge can lead to a 'Situation Aware Intrusion Detection Model' which can lead to better intrusion 

detection and prevention results. In this work, we present a 'Situation Aware Intrusion Detection Model', 

which makes use of the semantic web technologies to build ontological relationships between the information 

gathered from the web, sensor data coming from IDS/IPS modules and network activity monitors, and reason 

over such an information-rich knowledge-base in-order to detect possibility of a cyber-threat/vulnerability 

 

MS8.  Nikhil Puranik (Advisor: Tim Finin), ebiquity 

 Using Supervised Techniques for Classification of Conventional Data Items 

 

The internet comprises of millions of tables out of which many contain numeric and alphanumeric data 

(labeled and unlabeled). For complete utilization of this vast repository of information, it is important to 

properly comprehend the class to which these data points belong. Linked Open Data is a humongous store of 

data formed out of extraction of information from publically updated sources such as Wikipedia. Adding 

information to this store diversifies the information range of the semantic web. My work deals with the 

problem of classification of unlabeled conventional data items (for instance, telephone numbers, zip codes, 

addresses, stock ticker symbols, etc.) using supervised multiclass classification. Given a column of data, my 

module tries to come up with the most probable label for this data with a ranked list of options. This label can 

further be mapped to appropriate DBPedia property. 

 

MS9.  Paul Halvorsen 

 Detecting Fast Flux Botnets 

 

Botnets are a major threat to all those connected to the Internet. Botnets are a network of compromised 

computers (or bots), that are controlled from a central location, to perform malicious activity. Botnet owners 

(botmasters) continue to adapt in order to hide from detection. One of the newest techniques employed by 

botnets is fast flux (FF). The FF technique hides the dedicated servers hosting the malicious content. These 

servers, which are primarily web hosts are called motherships. Fast fluxing does this by utilizing the bots as 

proxies that forward messages to and from the motherships, effectively hiding them from traffic sniffers. By 

hiding these servers, botnets can stay online longer and infect more machines. My research focuses on the 

detection of malicious domains using the FF technique. Since benign domains use a similar technique for load 

balancing this is a challenge. In order to differentiate between the two, a lot of data needs to be collected and 

processed. Current techniques can take up to 30 hours to complete for high detection rates and low false 
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positive rates. My research seeks to improve the times, and include continuous monitoring, with minimal loss 

in accuracy. 

 

MS10.  Isaac Mativo  

 Personal Health Records 

 

Several research issues must be considered in the design of personal health records (PHRs) in order to make 

them effective. These include security and privacy, user interface and usability, integration with existing health 

systems, and how PHRs can take advantage of the semantic web. There are legal requirements for securing 

and storing personal and protected data as well as technical challenges in effectively providing security for 

multi-user systems with limited resources. To embrace a PHR system, users must be comfortable with both the 

ease of use and the functionality offered. Multiple deployed PHRs systems have not been widely adopted 

citing user non acceptance. Since they are just one component of healthcare informatics, PHRs must integrate 

with other electronic healthcare systems to provide maximum utility to users. Lack of integration causes 

unnecessary duplication of records and potential for conflicting data. Since many users access PHRs using 

web-based platforms, designing a PHR system that takes advantage of the semantic web adds functionality 

such as better data analysis. Data analysis transforms PHRs from merely storing health information to 

providing decision support. My research explores the challenges faced in the design of a PHR system, focusing 

on how PHR data can be structured to take advantage of the semantic web. I show the types of data stored in 

PHRs and how the format of the data can be designed to include semantic content. I measure success by 

showing the new functionality added to a PHR system when semantic content is used in PHR data. 

 

MS11.  Payal Singh (Advisor: Penny Rheingans) 

 Combining Parallel Sets and Parallel Coordinates for Multivariate Data Display 

 

Previous research in the field of multidimensional data visualization has produced various kinds of 

multivariate displays. Most visualization techniques are designed for one of two types of data, either clustered 

data providing qualitative information, or non-clustered data providing quantitative information. However, 

there has been a gap in linking the two types of visualization approaches, to enable visualization of a mixture 

of clustered and non-clustered data. Thus, my proposed research topic would be to combine two such 

approaches, specifically parallel coordinate plots and parallel sets. The reason for choosing these two 

techniques in particular is that they have a similar structure, based on parallel axes that represent the 

dimensions of the data. 

In fields like land change science, geologists need to analyze case studies in both ways, as part of a 

cluster of similar datasets to get a general idea of the sample in the global space, and as an individual record to 

compare it with other similar samples. Case studies contain both numerical and nominal values. It would be 

useful if the user can analyze patterns visible by combining parallel sets for nominal data and parallel 

coordinate plots for numerical data. 

The approach that I propose for combining the two techniques incorporates parallel coordinates within 

parallel sets, similar to a zooming feature in parallel sets. A user may select one or more categories, and 

choose to view the individual records that lie in those categories. The axes of both, the parallel sets and the 

parallel coordinates will be placed alternatively, with the parallel coordinate axes made visible only when 

required. In order to evaluate the effectiveness of this approach, a census data could be used. For example, 

parallel sets could represent a cluster on basis of gender of working individuals which could be selected to 

view income information of the individuals in parallel coordinate plot. 

 

MS12.  Richard Van Tassel (Advsior: Marie desJardins) 

Visual Obstruction Resistance for Emotion Detection 
 

There is an increasing interest in developing systems that can determine a user's emotion by analyzing a video 

feed of the user's face. However, it cannot always be assumed that the user's face will be completely 

unobstructed by facial hair or apparel. If the system is a recreational or consumer good, it could be considered 
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too restrictive to require a perfect view of the face at all times. Obstructions can prevent the system from 

identifying all of the facial expression components, called action units, present in the input face. It is therefore 

important that such emotion detection systems are capable of coping with partially obstructed faces. I propose 

a technique for reducing the effect of face obstructions. The technique will learn association rules between sets 

of action units from a set of unobstructed faces. Then, for a given input obstructed face, the technique will 

infer what action units are likely to be obstructed based on the visible ones, and will use this hypothetical set 

of action units to infer the emotion. This technique is tested on real face data, with simulated face obstructions. 

It will provide a statistically significant improvement in emotion detection accuracy over the same process 

without the technique applied. 
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PhD Students (18) 
 

PHD1.  Josiah Dykstra (Advisor: Alan Sherman), Cyber Defense Lab  

Acquiring Forensic Evidence from Infrastructure-as-a-Service Cloud Computing: Exploring 

and Evaluating Tools, Trust, and Techniques 
 

We expose and explore technical and trust issues that arise in acquiring forensic evidence from infrastructure-

as-a-service cloud computing and analyze some strategies for addressing these challenges. First, we create a 

model to show the layers of trust required in the cloud. Second, we present the overarching context for a cloud 

forensic exam and analyze choices available to an examiner. Third, we provide for the first time an evaluation 

of popular forensic acquisition tools including Guidance EnCase and AccesData Forensic Toolkit, and show 

that they can successfully return volatile and non-volatile data from the cloud. We explain, however, that with 

those techniques judge and jury must accept a great deal of trust in the authenticity and integrity of the data 

from many layers of the cloud model. In addition, we explore four other solutions for acquisition—Trusted 

Platform Modules, the management plane, forensics as a service, and legal solutions, which assume less trust 

but require more cooperation from the cloud service provider. Our work lays a foundation for future 

development of new acquisition methods for the cloud that will be trustworthy and forensically sound. Our 

work also helps forensic examiners, law enforcement, and the court evaluate confidence in evidence from the 

cloud. 

 

PHD2.  Lushan Han (Advisors: Tim Finin, Anupam Joshi), ebiquity 

 Towards an Intuitive Query System for DBpedia 

 

Users need better ways to explore DBpedia and obtain information from it. Although a formal query language 

SPARQL has been provided as a standard to access RDF data, there is still a gap between end users and the 

knowledge in DBpedia. Using SPARQL requires not only mastering its syntax and semantics but also 

understanding the RDF data model, the ontology used by the DBpedia, and URIs for entities of interest. 

Natural language question answering systems solve the problem, but these are still subjects of research. We 

describe a compromise in which non-experts specify a graphical “skeleton” for a query and annotate it with 

freely chosen words, phrases and entity names. The combination reduces ambiguity in natural language and 

allows us to reliably produce an interpretation that can be translated into SPARQL. Furthermore, we propose a 

novel approach to automatically learn domain knowledge from facts in RDF datasets and thus avoid expensive 

human authoring of domain knowledge. Finally we present an algorithm combining the learned domain 

knowledge and statistical semantic similarity measures that disambiguate user terms and map them to the most 

appropriate classes and properties used in the DBpedia ontology. We demonstrate the approach’s feasibility 

with an implementation that performs well in an evaluation using queries from the 2011 QALD workshop. 

 

PHD3.  Robert Weiblen, Andrew Docherty (Advisor: Curtis Menyuk), Computational Photonics Lab 

Modeling Motheye Antireflective Structures for Increased Coupling Through As2S3 Optical 

Fibers 

 

Nanoscale structures on the surface of optical interfaces are effective at reducing Fresnel reflections. Periodic 

anti-reflective nanostructures are called “motheye” structures because of their similarity to the nanostructures 

on the eyes of nocturnal moths. Motheye structures have several advantages over thin-film anti-reflective 

coatings, including increased power handling, environmental tolerance, and surface adhesion. These motheye 

structures have recently been fabricated on the end-face of a chalcogenide fiber as anti-reflective surfaces using 

a direct stamping method. The direct stamping method allows these sub-micron elements to be created very 

accurately; therefore, it is important to determine how the shapes of these elements affect the transmission 

through the surface. In this study we investigate the anti-reflective properties of surfaces consisting of elements 

that have conic, pyramidal, half-ellipsoid, and sinusoidal shapes. In addition, we study the influence of varying 

the element period, the base-diameter-to-period ratio, the element height or depth, and—when appropriate—

the element top width. We calculate the transmission of light at normal incidence through these surfaces with 



 8 5/2/2012 

the finite-difference time-domain (FDTD) method, using a freely available software package. We show that it 

is possible to design structures giving greater than 99% transmission in the range from 2–5 µm. 

 

PHD4.  Yue Hu, Andrew Docherty, Brian Marks (Advisor: Curtis Menyuk), Computational Photonics Lab 

 Numerical modeling of nonlinearities in a PIN photodetector 

 

A one-dimensional drift-diffusion model was created to investigate the source of nonlinearities in a high-

current p-i-n photodetector. An implicit method was used to solve the drift-diffusion equations. This work 

extends earlier work by Williams, et al. [J. Lightwave Technol., vol. 12, pp. 84--96, 1996] that used an explicit 

method. Below 10 V, field-dependent carrier velocities due to a photogenerated space-charge electric field 

dominate the nonlinear behavior. Above 10 V, the charge and the low electric field dominate the device 

nonlinearity. This mechanism differs somewhat from what Williams, et al. found earlier. 

 

PHD5.  Yu Wang, Matthias Gobbert and Wesley Griffin (Advisor: Marc Olano), VANGOGH Lab 

 A GPU Memory System Comparison for an Elliptic Test Problem 

 

We present GPU-based solutions to the Poisson equation with homogeneous Dirichlet boundary conditions in 

two spatial dimensions. This problem has well-understood behavior, but similar computation to many more 

complex real-world problems. We analyze the GPU performance using three types of memory access in the 

CUDA memory model (direct access to global memory, texture access, and shared memory). Based on data 

locality, different CUDA algorithms are designed to accommodate the different device memory performance 

behaviors. We present a performance study on the speedup of our GPU-based solutions on an NVIDIA Tesla 

C2070 over serial code. By relating the data access pattern and its spatial locality, our results show that an 

algorithm using global memory with coalesced reads outperforms the other memory systems and allows 

effective solvers using single precision floating point numbers. 

 

PHD6.  Shaokang Wang, Brian Marks, and Andrew Docherty (Advisor: Curtis Menyuk, Mohmmed Younis),  

Computational Photonics Lab 

 A Dynamical Approach to Analyze the Stability of the Complex Ginzburg-Landau Equation 

 

The complex Ginzburg-Landau equation (CGLE) is a widely used scalar model of passively modelocked 

lasers that has soliton-like stationary solutions. However, unlike standard solitons, modelocked pulses can 

exist when the net dispersion is normal as well as anomalous. This behavior can be modeled using a cubic-

quintic model of the saturable absorption. In the past, this model has been studied using either purely 

analytical methods or brute-force solutions of the evolution equations. Here, we present a dynamical technique 

that allows us to efficiently and unambiguously determine the stability of the system. 

 

PHD7.  Ben Johnson (Advisors: Sergei Nirenburg, Marjorie McShane), Institute for Language and  

Information Technologies 

 An Annotation and Knowledge Elicitation Environment for Reference Resolution 

 

The task of identifying a sponsor for a referring expression, reference resolution, is an important problem of 

natural language processing. Manually annotated corpora are needed in order to evaluate, and in many cases, 

train reference resolution engines. Creating reference resolution evaluation and training corpora is a difficult 

and time consuming process. In this paper we present our implemented environment that allows a user to (1) 

create a set of annotation features, (2) annotate texts with those features (with the help of automatic processes 

when they are available), (3) create knowledge from those features, (4) create a reference resolution engine 

using their acquired knowledge and (5) evaluate their engine against their annotated texts. We discuss several 

human-computer interaction concerns, as well as engineering problems presented while producing a system 

with such a wide array of functionality. We compare our environment against other existing environments for 

text annotation and knowledge elicitation. 
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PHD8.  Varish Mulwad (Advisor: Tim Finin), ebiquity 

 A Probabilistic Model for Generating Linked Data from Tables 

 

Vast amount of information is encoded in tables found in documents, on the Web, and in spreadsheets or 

databases. Integrating or searching over this information benefits from understanding its intended meaning and 

making it explicit in a semantic representation language like RDF. Most current approaches to generating 

Semantic Web representations from tables requires human input to create schemas and often results in graphs 

that do not follow best practices for linked data. Evidence for a table's meaning can be found in its column 

headers, cell values, implicit relations between columns, caption and surrounding text but also requires general 

and domain-specific background knowledge. Approaches that work well for one domain, may not necessarily 

work well for others. We describe a domain independent framework for interpreting the intended meaning of 

tables and representing it as Linked Data. At the core of the framework are techniques grounded in graphical 

models and probabilistic reasoning to infer meaning associated with a table. Using background knowledge 

from resources in the Linked Open Data cloud, we jointly infer the semantics of column headers, table cell 

values (e.g., strings and numbers) and relations between columns and represent the inferred meaning as graph 

of RDF triples. A table's meaning is thus captured by mapping columns to classes in an appropriate ontology, 

linking cell values to literal constants, implied measurements, or entities in the linked data cloud (existing or 

new) and discovering or and identifying relations between columns. 

 

PHD9.  Karuna Joshi (Advisors: Tim Finin, Yelana Yesha), ebiquity 

 Cloud Broker tool to automate acquisition of cloud based services 

 

Managing and delivering virtualized cloud based services is an open challenge. Current research is focused on 

specific parts like service discovery; composition etc. and there is no holistic view of what would constitute a 

lifecycle of virtualized services delivered on a cloud environment. We have developed a policy-based 

integrated framework for automating acquisition and consumption of Cloud services. This framework divides 

the cloud service lifecycle into five phases of requirements, discovery, negotiation, composition, and 

consumption. We have also developed a Cloud Broker tool to automatically discover, negotiate and consume 

services from the cloud for a specific use case described by NIST around storage services. It is built upon the 

service lifecycle ontology that we have developed. We have built the tool using Semantic Web technologies 

like SPARQL, RDF and OWL to represent and reason about services and service requirements. This poster 

will describe this Cloud Broker tool as well as its implementation on Eucalyptus and VCL cloud platform. 

 

PHD10.  Yichuan Gui  (Advisors: James Lo and Yun Peng), ebiquity 

Overcoming the Local-Minimum Problem in Training Multilayer Perceptrons with the 

NRAE Training Method 

 

A method of training multilayer perceptrons (MLPs) to reach a global or nearly global minimum of the 

standard mean squared error (MSE) criterion is proposed. It has been found that the region in the weight space 

that does not have a local minimum of the normalized risk-averting error (NRAE) criterion expands strictly to 

the entire weight space as the risk-sensitivity index increases to infinity. If the MLP under training has enough 

hidden neurons, the MSE and NRAE criteria are both equal to nearly zero at a global or nearly global 

minimum. Training the MLP with the NRAE at a sufficiently large risk-sensitivity index can therefore 

effectively avoid non-global local minima. Numerical experiments show consistently successful convergence 

from different initial guesses of the weights of the MLP at a large risk-sensitivity index. The experiments are 

conducted on examples with non-global local minima of the MSE criterion that are difficult to escape from by 

training directly with the MSE criterion. 
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PHD11.  Samia Shimu, Andrew Docherty (Advisors: Muhammad Talukder and Curtis Menyuk),  

Computational Photonics Lab 

Stabilization of Active Modelocking in QCL with Quantum Coherent Absorption 

  

We theoretically incorporate quantum-coherent absorption with a finite dephasing time T2 in an actively 

modelocked quantum cascade laser (QCL). We found that (a) the QCL self starts from initial quantum noise, 

(b) the absorption helps to suppress the spatial hole burning (SHB) effect, and a stable train of modelocked 

pulses is observed at high pump power. We also showed that the initial noise level does not affect the pulse 

formation. We carried out this work by solving the Maxwell-Bloch equations with both quantum-coherent gain 

and absorption and with bi-directional light propagation. We used a second order finite difference method to 

solve the equations. 

 

PHD12.  Patricia Ordóñez (Advisors: Marie desJardines, Tim Oates), MAPLE 

Multivariate Time Series Analysis of Physiological and Clinical Data 

  

The complexity and volume of collected medical data is greater now than at any point in the history of 

medicine. Providers are expected to examine large volumes of data and identify correlations between 

parameters based on their own clinical experience to detect significant medical events. The information 

overload that providers face may hinder the diagnostic process. Existing visualizations to assist the provider in 

analyzing information consist mainly of tables or plots of values for a particular parameter over time. 

Multivariate Time Series Amalgams (MTSAs) provide an integrated, multivariate approach to represent 

clinical and physiological data. The hybrid representation automates the personalization of baselines and 

threshold values based on a patient’s medical history, while also incorporating traditional baselines and 

thresholds. MTSA visualizations capture the rate of change of provider-selected parameters and the 

relationships among them. 

 

PHD13.  Patricia Ordóñez (Advisors: Marie desJardines, Tim Oates), MAPLE 

Multivariate Time Series Analysis of Physiological and Clinical Data 

  

The second half of my research consists of developing automated techniques for discovering correlations 

among parameters over time to assist providers in making a diagnosis. The underlying premise of my research 

is that the complexity of a highly integrated system such as a human being is better captured by examining 

patterns as multivariate temporal abstractions as opposed to conjunctions of univariate ones -- the more 

common approach for multivariate time series analysis and in medicine. The objective of such an approach is 

to assist in the identification of latent patterns within the data associated with specific medical conditions or 

significant medical events.  

Thus, in addition to the MTSA visualizations, I will present two novel multivariate time series 

representations, Stacked Bags-of-Patterns and Multivariate Bag-of-Patterns, which have been effective at 

classifying medical data. These representations are more compact than the raw multivariate time series and 

would facilitate the retrieval of patients from large medical databases based on physiological similarity and 

ideally on the presence of similar medically significant events or medical conditions. These techniques been 

compared to two other multivariate versions of univariate time series representations, Piecewise Dynamic 

Time Warping and Ensemble Voting using Bag-of-Patterns. Results demonstrate the potential of using these 

representations for multivariate time series analysis. 

 

PHD14.  Michael Oehler (Advisors: Dhananjay Phatak, Alan Sherman), Cyber Defense Lab 

Unobservable Packet Filtering 

  

The ability to search without knowing what is being sought is a seemingly contradictory statement. Imagine 

then if pertinent results could be returned under this same condition without knowing those results, further 

defying intuition. Mathematical constructs to broach such an idea have been proposed by Ostrovsky and 

Skeith, and rely on the partial homomorphic properties of asymmetric encryption. Further research has 
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improved the underlying data-buffer efficiencies and information recovery of this approach, demonstrating the 

promise for several applications. Together these facets create a system for private information search and 

retrieval. This research will present the idea of unobservable packet filtering using the properties of 

homomorphic encryption; an idea akin to traditional PCAP filtering without revealing the filter. This is a high 

value idea, and one that can be used in a coalition environment to defend against advance persistent threats 

without exposing knowledge of those threats. The research is rooted in the creation of a high level grammar 

providing access to the underlying cryptographic concepts and integration of multiple filter criteria, for 

instance source or destination IP address, port, protocol, domain name, etc. The language additionally 

incorporates the ability to substitute different encryption algorithms, data from multiple sources, and 

concurrent execution graphs. The research thus, demonstrates the feasibility of private information retrieval, 

and the ability to detect a network threat without knowing about the threat.  

 

PHD15.  Craig Pfeifer (Advisor:), ebiquity 

Effect of Domain Similarity on Text Classification 

  

In machine learning, the training data must be drawn from an identically distributed domain as the test data. 

When this is not true, the performance of the classifier will be decreased. A domain can be defined as a 

specific data source (such as Wall Street Journal articles), or a specific data type (such as all Twitter messages 

written in German on December 1st). These two sample domains are both text, however they contain radically 

different distributions of words and topics. A classifier trained on one and tested on the other will have 

decreased accuracy. Domain adaptation, a field of machine learning, provides techniques for this situation. In 

this research, I will determine when domain adaptation techniques will be more accurate than traditional 

machine learning techniques. More specifically, I will use distributional similarity measures to examine the 

effect on classifier accuracy and on various domain adaptation methods for a text classification task.  

A secondary experiment will be to determine when domain adaptation techniques should be applied. 

Additional training data from an identically distributed domain will increase classifier accuracy, however this 

data may not be available. Data from a similar domain may be the only option for additional data. This 

research will measure the change in classifier accuracy based on the similarity of the additional data and the 

original training data. 

 

PHD16.  Ravendar Lal 

Linked Open Data for geoSciences 

  

Linked Open Data (LOD), a community-driven effort, is a technology for connecting and linking the 

distributed data present on the World Wide Web (WWW). It addresses the problem of linking the 

heterogeneous and unstructured data present on the web. Geoscience communities face a similar problem of 

linking their large public data sets. Many datasets are already present on the web but research communities are 

unable to use them effectively because they are isolated from each other. I propose a solution to this problem 

that will be linking these datasets to LOD cloud and will also provide SPARQL (RDF Query Language) 

endpoint protocol to query and retrieve required data. In this proposed solution, I’ll build ontologies for the 

geoscience community based on some existing standards followed by the community. As a result of these 

ontologies, geosciences data will be linked and easily accessible on LOD Cloud. In this effort, I will also 

address the problem of linking the geo-tagged information present on the web such as pictures, videos and 

news. This effort will result in a service for finding all of the location specific information. One of the major 

challenges to be solved in this problem is collecting and reconciling the data from various resources. 

 

PHD17.  Petr Babkin (Advisor: Sergei Nirenburg) 

Deliberation-based approach to detection of miscreants and collusion in multi-agent 

systems 

  

Detecting a collusion, i.e. a group of miscreant agents conforming to some illegal agreement, is a challenging 

problem in ad hoc distributed systems due to the lack of a central trusted entity. It is further exacerbated by the 
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limited observability of the system by any individual agent. While the majority of existing approaches focus 

on collusion tolerance, that is, ensuring the consistent functioning of a multi-agent system in the presence of 

miscreant agents, in some environments these agents may be able to propagate across the system. For example, 

in a networking cluster, hosts can be compromised by the intrusion and become a launching ground for future 

intrusions. Since the number of intrusion attacks grows with every captured node, a timely response to such 

attack is essential for prevention of the whole cluster being taken over. In most multi-agent systems, the 

attacks tend to be subtler, often involving intricate collusion schemes among miscreant agents pretending to 

cooperate with benign agents in the system, while performing insidious attacks and setting up innocuous 

agents. 

The approach being developed, is based on the distributed deliberation, which is the collective 

decision making through the message exchange among the agents. During this process, each agent will build 

its belief states of the world, and recursively model belief states of the world of other agents. Given the ability 

to move across the hosts, each agent will have an opportunity to verify the state information of a host provided 

by other agents, against the actual state it perceives. 

 

PHD18.  Colin Taylor (Advisor: Tim Oates), CORAL 

Visual Classification from Image Feature Clustering 

  

Visual sensor data is a complex mess of shapes, values and colors. Feature extraction and image clustering  

are well known techniques for mitigating this complexity. Known features are extracted from image data, and  

clustered into primitive image classes. While there are many techniques for feature extraction, they produce  

very different feature sets, each with their own strengths and weaknesses. Very little research has been done  

regarding these feature extractor aspects with respect to the clustering task. This key piece of research is  

a logical precursor to unsupervised object discovery, which would allow an artificial agent to identify visual  

classes from sensor data via this process. We plan to develop baseline models using known datasets for this  

purpose. Combinations of feature extractors will be used to build image classiers, and tested against the  

caltech-100 and caltech-256 datasets. These classiers will then be evaluated for accuracy and contextual  

complexity to determine which sets are best suited for this task. We hope also to provide metrics related to  

the nature of these feature extractors for particular types of identication. 

 


