
Assignment 3

CMSC 473/673 — Introduction to Natural Language Processing

Due Wednesday November 23rd, 11:59 PM

Item Summary
Assigned Thursday November 10th
Due Wednesday November 23rd
Topic Classification
Points 90 (+10 EC)

In this assignment you will understand feature design and gain experience in both implementing
and using maximum entropy (log-linear) models.

You are to complete this assignment on your own: that is, the code and writeup you submit
must be entirely your own. However, you may discuss the assignment at a high level with other
students or on the discussion board. Note at the top of your assignment who you discussed this
with or what resources you used (beyond course staff, any course materials, or public Discord
discussions).

The following table gives the overall point breakdown for this assignment.

Question 1 2 3
Points 20 30 40 (+10 EC)

What To Turn In Turn in a writeup in PDF format that answer the questions; turn in all re-
quested code necessary to replicate your results. Be sure to include specific instructions on how to
build (compile) your code. Answers to the following questions should be long-form. Provide any
necessary analyses and discussion of your results.

How To Submit Submit the assignment on the submission site:

https://www.csee.umbc.edu/courses/undergraduate/473/f22/submit.

Be sure to select “Assignment 3.”
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Full Questions
1. (20 points) Assume you have a maxent model p(y|x) ∝ exp(θTy f(x)) defined over L labels

with K features. As covered in class, we use N labeled instances {(x1, y1), . . . , (xN , yN)}
to learn good weights θ.

(a) You want to learn a good θ by maximizing the joint log-likelihood of your N labeled
data according to your model. Formulate what this objective is. (Your answer should
be a mathematical equation.)

(b) Show that maximizing the joint log-likelihood is equivalent to minimizing the cross-
entropy loss.

(c) Provide an argument for why minimizing cross-entropy is reasonable. (Aim for around
2-3 sentences.)

(d) Minimizing cross-entropy can lead to poor results when the frequency of labels in
dev/test is pretty dissimilar to the label frequency in training. However, accounting for
this (or assuming that the train and dev/test label frequencies are similar), what is an
additional reason why minimizing cross-entropy could lead to poor results?

2. (30 points) This question guides you through some examples of feature design, from purely
lexical to embedding-based. Let’s return to the part-of-speech tagging example from A2,
where for a sentence s = w1w2 . . . wM ofM tokens and a particular tokenwi in that sentence,
you need to predict the part-of-speech yi for wi.

Core Concepts You’ll do so via a maxent-based model,

p(yi|w, s, i) ∝ exp(θTyif(wi, s, i)). (1)

Here, conditioning on both w and i is a bit redundant, but we’re doing so to make it clear
that you can assume that s can be indexed, e.g., so you can get the jth token of s, and that
the feature functions know both what the word wi is and its position in s. This means that if
you have a sentence “s = The can can hold liquid,” then you can separately predict the POS
for the first “can” (p(y2|w = can, s, i = 2)) and the second “can” (p(y3|w = can, s, i = 3)).

(a) If there are L different POS labels, how many different θy vectors are there?

(b) If there are K different feature functions, we know that θyi is a K-dimensional vector.
Describe what θyi is doing (equivalently, what the values of θyi encode).

(c) As you saw in A2, there can be good signal in simply associating the most common
label with each word type. Assuming we define the following feature for each vocab
type v, discuss how the following feature generalizes that notion.

fword-is-〈v〉(wi, s, i) =

{
1 wi = v

0 otherwise.
(2)



Feature Design Of course, your features can look at certain properties of a word, such as
if the first letter is capitalized, e.g.,

fis-capitalized(wi, s, i) =

{
1 wi is capitalized
0 otherwise.

(3)

For this feature, fis-capitalized(cat) = 0 while fis-capitalized(Cat) = 1. Notice that this feature
does not depend on the vocabulary at all: it simply fires if the first character is an upper-case
character. It can be considered as performing sub-word analysis.

Additionally, if you have some easily-obtainable additional information about words, such as
groupings of similar words or even the lemma of that word, you could use that. For example,
if you know that words like “is,” “may,” and “do” (among others) all behave similarly, you
can try to capture that in a feature

fis-modal-like(wi, s, i) =

{
1 wi is one of “is,” “may,” “do,” ...
0 otherwise.

(4)

For parts (d), (e), and (f), provide (i) a definition either with math (e.g., as shown in class/on
the board) or in sufficient pseudo-code, (ii) a description in English of what signal that feature
is trying to extract, (iii) a labeled example of (wi, s, i) paired with POS label yi when the
feature would probably be helpful for predicting the correct label, and (iv) a labeled example
of (wi, s, i) with label yi when the feature would probably not be helpful for predicting the
correct label.

(d) A feature, like fword-is-〈v〉, that also accounts for the previous word wi−1 from s (without
using dense embeddings). If you find it helpful, you can assume that w0 has some
special “BOS” string representation.

(e) A feature, like fword-is-〈v〉, that also accounts for sub-word analysis of the previous word
wi−1 from s. Do not use capitalization as the sub-word analysis.

(f) A feature, like fword-is-〈v〉, that uses additional lexical or subword context beyond the
immediately preceding or follow word.

Neural Features Your features don’t need to be binary. For example, let’s say you have
access to embeddings of dimension E, so, e.g., ecan is an E dimensional embedding of
“can.” Then you could define E features that simply return the value of each coordinate of
the embedding:

fjth-component(wi, s, i) = ewi,j. (5)

(g) Describe intuitively what the type of feature fjth-component is trying to do.

One of the benefits of embeddings is that they can provide nuanced notions of meaning and
similarity. Let’s assume there’s a sim function, such as cosine similarity, that provides the
similarity between two vector representations. We can combine these ideas with the lexical-
based features, e.g.,

ftarget-〈v〉-sim(wi, s, i) = sim(ewi
, ev). (6)



(h) Describe intuitively what the type of feature ftarget-〈v〉-sim is trying to do, and provide
an example where you think it would be helpful for predicting parts-of-speech, and an
example where it wouldn’t be helpful.

3. (40 points, +10 EC) In this question, you will perform the word-in-context POS tagging
task from Question 2. Your model must take the maxent-like form of

p(yi|w, s, i) ∝ exp(θTyif(wi, s, i)).

You may use an external library (like Python’s sklearn, Pytorch, Tensorflow, liblinear,
etc.) to help you compute, train, and evaluate the model. You may follow any official tutorial
for that toolkit; just be sure to cite it. (An official tutorial will be hosted on that toolkit’s
website.) You may not use unofficial tutorials, such as random blog posts, Stack Overflow,
etc.

• Your Task Your task is to perform well-controlled examinations on word-in-context
POS prediction. Specifically,

– Implement a baseline of your choice. This baseline can be from A2.
– Document internal progress and development by training on the training set and

evaluating on the development set.
– This internal development must include some amount of tuning of hyperparame-

ters or model configurations (including what features are defined and any regular-
ization).

– When internal development is done, pick the best configuration.
– Once that is done, evaluate these best-in-class models on the testing set.
– Present the results, both internal and final, in readable formats, e.g., in tables or

plots.
– Identify the 20 most “extreme” features, e.g., those whose weights θk have large

absolute value, and discuss, to the extent you can, what associations those features
are identifying.

– Discuss, in one to three paragraphs, the overall outcomes of your experiments:
what features or model configurations yielded the highest performance? Speculate
on why you think this might be.

– Be sure to describe, and justify, any design decisions or assumptions you made
along the way.

Turn in all code, including what is necessary for producing the plots. Clearly indi-
cate in the writeup what model and model configurations resulted in the best test set
performance.

• How You Will Be Graded Your grade on this problem will be from proper docu-
mentation of your code, experiments, and reporting of results on both the development
and test portions.

Data Use the EWT data. For 10 points extra-credit, do the same with a non-English
UD corpus of your choice.



Features You must experiment with a combination of broader context features (like
in 2(f)), and embedding/neural features (like in 2(g) or 2(h)). You may use any
embeddings you wish, including GloVe embeddings or contextualized embeddings
(see the 10/19-10/31 embeddings colab notebooks for references/how-to).

Implementation For the implementation, you may either use a pre-existing maxent
implementation (toolkit), or you may implement your own. For example, you
could code one up in Pytorch, Tensorflow, Keras (with the Tensorflow backend),
SciPy, liblinear, or another toolkit.

Predicting Prediction should be done for each word in each sentence.
Evaluation Evaluate your predictions using precision, recall, and F1. While you may

implement these yourself, you may also use 3rd party libraries. For instance, the
Python library sklearn (available through the Anaconda build) has functions
sklearn.metrics.precision score and sklearn.metrics.recall score.

• Getting Started There is skeleton code available for your use:
https://colab.research.google.com/drive/1uiJnXYLgbQftnF9cDideNS-hI3StlIEF?usp=sharing
The function conllu2instances iterates through a CoNLL-U file and returns in-
stances of each target word (token), along with the sentence (a list of string tokens of
each word in the sentence, the index of the target word, and the string label of the target
word.
The function train performs batched training and optimization. It takes in a list of N
instances and feeds batches of that to a provided model’s forward function. This code
assumes the model is responsible for embedding each instance in the batch. This
function optimizes a loss function (that you must specify!) according to the returned
value from the model and the correct labels.
As previously, you do not have to use all or any of the skeleton code.

https://colab.research.google.com/drive/1uiJnXYLgbQftnF9cDideNS-hI3StlIEF?usp=sharing

