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Abstract: In the last few years, due to new privacy
regulations, research in data privacy has floudshe
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tuple corresponds to one individual entity). Of

particular interest are the cost metrics that gfyatite

large number of privacy models were developed mostinformation losq2, 5, 19, 27]. Although producing the

of which are based on thkanonymity property.
Because of several shortcomings of thanonymity
model, other privacy models were introduced (
diversity, p-sensitivek-anonymity, @, k) — anonymity,
t-closeness, etc.). While differing in their metheatel
quality of their results, they all focus first oragking
the data, and then protecting the quality of th da a
whole. We consider a new approach, where
requirements on the amount of distortion allowetht®
initial data are imposed in order to preserve its
usefulness. Our approach consists of specifyingigua
identifiers generalization boundaries, and achigin
anonymity within the imposed boundaries. We think
that limiting the amount of generalization when
masking microdata is indispensable for real life
datasets and applications. In this papercthestrained
k-anonymitymodel and its properties are introduced
and an algorithm for generating constrainée

optimal solution for thek-anonymity problem w.r.t.
various proposed cost measures has been proveal to b
NP-hard [9], there are several polynomial algorghm
that produce good solutions for thieanonymity
problem for real life datasets [1, 2, 8, 9, 21].

Recent results have shown thaanonymity fails
to protect the privacy of individuals in all sitiats
[12, 20, 26]. Several privacy models that exteralkth
anonymity model have been proposed in the liteeatur
to avoid k-anonymity short-comingsp-sensitive k-
anonymity [20] with its extension called extended
sensitive k-anonymity [3], I-diversity [12], @, Kk)-
anonymity [24],t-closeness [10]k( €)-anonymity [28],
(c, K)-safety [13], m-confidentiality [25], personalized
privacy [26], etc.

In general, the existing anonymization algorithms
use different quasi-identifiers generalization tetgées
in order to obtain a masked microdata thatkis

anonymous microdata is presented. Our experimentsanonymous (or satisfies an extensionk&fnonymity)

have shown that the proposed algorithm is comparabl
with existing algorithms used for generating
anonymity with respect to results quality, and thgt
using  existing  unconstrained k-anonymization
algorithms the generalization boundaries are \éolat
We also discuss how the constrainkginonymity
model can be easily extended to other privacy nsdel

1 Introduction

A huge interest in data privacy has been generate
recently within the public and media [14], as vwadlin
the legislative body [6] and research community.

Many research efforts have been directed towards

finding methods to anonymize datasets to satiskith
anonymity property [16, 17]. These methods also
consider minimizing one or more cost metrics betwee
the initial and released microdata (a dataset weach
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and conserves as much information intrinsic to the
initial microdata as possible. To our knowledge, a
privacy model that considers the specification lod t

maximum allowed generalization level for quasi-
identifier attributes in the masked microdata does

exist, nor does a corresponding anonymization
algorithm capable of controlling the generalization
amount. The ability to limit the amount of allowed
generalization could be valuable, and, in fact,

dindispensable for real life datasets. For examfde,

some specific data analysis tasks, available masked
microdata with the address information generalized
beyond the US state level could be useless. Irctss

the only solution would be to ask the owner of the
initial microdata to have the anonymization aldanit
applied repeatedly on that data, perhaps with a
decreased level of anonymity (a smallgruntil the
masked  microdata  satisfies the = maximum
generalization level requirement (i.e. no address i
generalized further than the US state).

In this paper, we first introduce a new anonymity
model, called constrained k-anonymity which
preserves the k-anonymity requirement while
specifying quasi-identifiers generalization bounear



(or limits). Second, we describe an algorithm to
transform a microdata set such that its correspandi
masked microdata will comply with the constraired
anonymity. This algorithm relies on several projesrt
stated and proved for the proposed privacy model.
The paper is organized as follows. Section 2
introduces basic data privacy concepts; and
generalization and tuple suppression techniquea as
mean to achieve data privacy. Section 3 presemts th
new  constrained k-anonymity = model. An
anonymization algorithm to transform microdata to
comply with constrainek-anonymity is described in
Section 4. Section 5 contains comparative quality
results, in terms of information loss, processiimget
for our algorithm and one of the existing-
anonymization algorithms. The paper ends with futur
work directions and conclusions.

2 K-Anonymity, Generalization and Suppression

Let  be the initial microdata and be the released
(a.k.a. masked) microdata. The attributes charaatgr
are classified into the following three categaries

identifier attributes such alameand SSNthat can
be used to identify a record.

keyor quasi-identifierattributes such agipCodeand
Agethat may be known by an intruder.

sensitive or confidential attributes such as
PrincipalDiagnosisand Incomethat are assumed to
be unknown to an intruder.

While the identifier attributes are removed from
the published microdata, the quasi-identifier and
confidential attributes are usually released to the
researchers / analysts. A general assumption tightha
values for the confidential attributes are not ke
from any external source. This assumption guarantee
that an intruder cannot use the confidential aitgb’
values to increase his/her chances of disclosure, a
therefore, modifying this type of attributes valuss
unnecessary. Unfortunately, an intruder may userdec
linkage techniques [23] between quasi-identifier
attributes and external available information teagl
the identity of individuals from the masked micrtala
To avoid this possibility of disclosure, one freqgtig
used solution is to modify the initial microdatapma
specifically the quasi-identifier attributes valudsa
order to enforce thke-anonymity property.
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To rigorously and succinctly express tHe
anonymity property, we use the following concept:

Definition 1 (QI-Cluster): Given a microdata , aQI-
cluster consists of all the tuples with identical
combination of quasi-identifier attribute values in

There is no consensus in the literature over the
term used to denote @l-cluster. This term was not
defined whenk-anonymity was introduced [17, 18].
More recent papers use different terminologies sgch
equivalence clasg4] andQIl-group[26].

We definek-anonymity based on the minimum size
of all Ql-clusters.

Definition 2 (K-Anonymity Property. The k-
anonymity propertyfor an is satisfied if everl-
cluster from containsk or more tuples.

A general method widely used for masking initial
microdata to conform to thieanonymity model is the
generalization of the quasi-identifier attributes.
Generalization consists in replacing the actualievalf
the attribute with a less specific, more generduea
that is faithful to the original [18].

Initially, this technique was used faategorical
attributes and employed predefined domain and value
generalization hierarchies [18]. Generalization was
extended fomumerical attributes either by usingre-
defined hierarchie§7] or ahierarchy-free modgp].

To each categorical attribute adomain
generalization hierarchys associated. The values from
different domains of this hierarchy are represeitea
tree called value generalization hierarchy We
illustrate domain and value generalization hiergrich
Figure 1 for attributeZipCodeandSex

There are several ways to perform generalization.
Generalization that maps all values of a quasititien
categorical attribute from to a more general domain
in its domain generalization hierarchy is calledl-
domain generalizatiof9, 16]. Generalization can also
map an attribute’s values to different domainsts i
domain generalization hierarchy, each value being
replaced by the same generalized value in theeentir
dataset [7]. The least restrictive generalizaticalled
cell level generalizatiorf11], extends lyengar model
[7] by allowing the same value to be mapped to
different generalized values, in distinct tuples.

S ={%

T

S, = {male, female}

N

male(M) female(F)

Figure 1: Examples of domain and value generatindtierarchies.



Tuple suppression [16, 18] is the only other mdtho Figure 2 contains an example of defining maximal
used in this paper for masking the initial micradaBy allowed generalization values for a subset of \alioe
eliminating entire tuples we are able to reduce théheLocationattribute. TheMAGVak for the leaf values
amount of generalization required for achieving khe “San Diego” and “Lincoln” are “California”, and,
anonymity property in the remaining tuples. Sinbe t respectively, “Midwest” (thdAGVak are marked by *
constrained k-anonymity model uses generalizationcharacters that delimit them). This means thatjtesi-
boundaries, for many initial microdata sets supgioes identifier Locations value “San Diego” may be
has to be used in order to generate constrakied generalized to itself or “California”, but not taVest

anonymous masked microdata. Coast” or “United States”. Also, “Lincoln” may be
generalized to itself, “Nebraska”, or “Midwest”, thuot

3 ConstrainedK-Anonymity to “United States”.

In order to specify a generalization boundary, we United States

introduce the concept of a maximum allowed &

generalization value that is associated with each West Coast *Midwest*

possible quasi-identifier attribute value from. This K

concept is used to express how far the owner ofithe *California* ‘Kansas* Nebrask

thinks that the quasi-identifier's values could be

generalized, such that the resulted masked micaodat San Diego Los Angeles Wichita Kansas City Lincoln
would _still_ be useful_._ Limif[ing the amour_1t of Figure 2: Examples dIAGVas,
generalization for quasi-identifier attribute vadus a
necessity for various uses of the data. The datenis The second requirement in thAGVals definition
often aware of the way various researchers argibian specifies that the hierarchy path between a lelieva
data and, as a consequence, he/she is able tdfyidenand MAGValv) can contain no node other than
maximum allowed generalization values. For instanceMAGValyv) that is a maximum allowed generalization
when the released microdata is used to computeusri value. This restriction is imposed in order to avany
statistical measures related to the US statesd#tte ambiguity about theMAGVak of the leaf values in a
owner will select the states as maximal allowedsensitive attribute hierarchy. Note that sevétAGValk
generalization values. The desired protection levenay exist on a path between a leaf and the roat as
should be achieved with minimal changes to theainit result of definingMAGVak for other leaves within that
microdata . However, minimal changes may causehierarchy.

generalization that surpasses the maximal allowe
generalization values and the masked microdata
would become unusable. More changes are prefenred
this situation if they do not contradict the gefigedion
boundaries.

At this stage, for simplicity, we use predefined
hierarchies for both categorical and numerical guas
identifier attributes, when defining maximal allaidve
generalization values. Techniques to dynamicalljdbu
hierarchies for numerical attributes exist in titerature Given the hierarchy for the attributeocation
[4] and we intend to use them in our future redearc presented in Figure RAGSefLocatior) = {California,
Kansas, Midwest}.

Usually, the data owner/luser only has
generalization restrictions for some of the quasi-
identifiers in a microdata that is to be maskedotfa
particular quasi-identifier attribut® there are not any
restrictions in respect to its generalization, them
maximal allowed generalization values are specifoed
Q's value hierarchy; in this case, each leaf vatuedis
considered to have theg's root value as its maximal
allowed generalization value.

Befinition 4. (Maximum Allowed Generalization Skt
Let Q be a quasi-identifier attribute andq its
f)redefined value generalization hierarchy. Theo$eil
MAGVak for attribute Q is called Q's maximum
allowed generalization setand it is denoted by
MAGSetQ) = { MAGValv) |"v 1 leaveg o) } (The
notation leave§ o) represents all the leaves from the
o value generalization hierarchy).

Definition 3. (Maximum Allowed Generalization
Value): Let Q be a quasi-identifier attribute (categorical
or numerical), and o its predefined value
generalization hierarchy. For every leaf valué o,
the maximum allowed generalization valueof v,
denoted byMAGValv), is the value (leaf or not-leaf) in
o Situated on the path frowto the root, such that:
for any released microdata, the valuis permitted to
be generalized only up tdAGValv) and
when severaMAGVak exist on the path between
and the hierarchy root, then thRRAGValV) is the first
MAGValthat is reached when following the path from
v to the root node.



Record Name SSN Age Location Sex | Race| Diagnosig Income
r Alice 123456789 32 San Diego M W AIDS 17,000
r Bob 323232323 30 Los Angeles M W Asthma 68,000
I3 Charley 232345656 42 Wichita M W Asthma 80,000
ra Dave 333333333 30 Kansas City M W Asthma 55,000
s Eva 666666666 35 Lincoln F w Diabetes 23,000
re John 214365879 20 Lincoln M B Asthma 55,000
r7 Casey 909090909 25 Wichita F B Diabetes 23,000

Figure 3: An initial microdata set

Record | Age Location Sex | Race Record Age Location | Sex | Race

r 30-32 California M W i 30-32 California M W

r 30-32 California M W I 30-32 California M W

r3 30-42 MidWest * W £ 25-42 Kansas * *

7 30-42 MidWest * W I 25-42 Kansas * *

I's 30-42 MidWest * W ¥ 25-42 Kansas * *

Ie 20-25 MidWest * B g 20-35 Lincoln * *

r7 20-25 MidWest * B € 20-35 Lincoln * *

a) b)

Figure 4: Two masked microdata sets ; and  , for the initial microdata  (Only the quasi-identifier
attribute values are shown in the masked microskitis)

1, satisfies 2-anonymity, but contradicts constrdine
2-anonymity w.r.tLocationattribute’s maximal allowed
generalization. On the other hand, the second iédeo
set, 2, satisfies constrained 2-anonymity: evedi

Definition 5. (Constraint Violation): We say that the
masked microdata has aconstraintviolation if one

quasi-identifier valuey, in  , is generalized in one
tuple in beyond its specific maximal generallzanonCluster consists of at least 2 tuples, and nonehef

value,MAGValy). Location initial attribute’s values are generalized
Definition 6. (Constrained K-Anonymity: The masked beyond itsMAGVal

microdata satisfies theconstrained k-anonymity
propertyif it satisfiesk-anonymity and it does not have 4  GreedyCKA- An Algorithm for Constrained K-
any constraint violation. Anonymization

We note that ak-anonymous masked microdata In this section we assume that the initial micradset
may have multiple constraint violations, but anyskexl , the generalization boundaries for its quasi-idient
microdata that satisfies constrained-anonymity  attributes, expressed BBAGVak in their corresponding
property will not have any constraint violations; in  hierarchies, and th& value (as ink-anonymity) are
other words, any quasi-identifier valug, from the given. First, we will describe a method to decitie i
initial microdata will never be generalized beyoitel can be masked to comply with constraifkeghonymity
MAGValv) in any constrainek-anonymous masked using generalization only, and second, we willddtice
microdata. an algorithm for achieving constrainkdnonymity.

Consider the following example. The initial Our approach to constraine#-anonymization
microdata set in Figure 3 is characterized by the partially follows an idea found in [1] and [2], vehi
following attributes: Name and SSN are identifier ~consists in modeling and solvilganonymization as a
attributes (to be removed from the masked micrgdataclustering problem. Basically, the algorithm takas
Age Location Sex and Race are the quasi-identifier initial microdata set and establishes a “good”
attributes, andiagnosisand Incomeare the sensitive partitioning of it into clusters. The released rogtata
attributes. The attribute_ocation values and their set is afterwards formed by generalizing the quasi-
MAGVak are described by Figure 2. The remainingdentifier attributes’ values of all tuples insidgach
quasi-identifier attributes do not have any geneatibn  cluster to the same values (called generalization

boundary requirements. information for a cluster). However, it is not alsa
Figure 4 illustrates two possible masked microdatgossible to mask an initial microdata to satisfy
, and , for the initial microdata . In this constrained k-anonymity only by generalization.

figure, only quasi-identifier values are shown, theSometimes a solution to constrainkénonymization
confidential attribute values will be kept unchamge has to combine generalization with suppressiorthis
from the initial microdata  (Diagnosisand Income case, our algorithm suppresses ttieimal set of tuples
attributes from Figure 3). The first masked mictaga



from such that is possible to build a constrailked constraint violation.
anonymous masked microdata for the remaining tuples

The constrainedk-anonymization by clustering
problem can be formally stated as follows.

Proof. Assumethatthere are two tuples andr; within

cl such thaMAGValv)) * MAGValyv)), wherev; = r;[Q]
andv, = r[Q], v, v T leave¢ o). Let a be a value
Definition 7. (Constrained K-Anonymization by within Ho that is the first common ancestor for
Clustering Problen). Given a microdata , the MAGValv) and MAGValv). Depending on how
constrained k-anonymization by clustering problem MAGValv) and MAGValy)) are located relatively to

for s to find a partition = {cly, cl, ... ,cl, chs1}  one another in th@'s value generalization hierarchgy,
of , wherecl, i , j=1.v+1, are called clusters can be one of them, or a value on a superior &eel.|
v In any casea will be different from, and an ancestor for
and: cl; = Clg; Cly  cly =/ 0,j=1.v+1,ij;  at least one oMAGValv) or MAGValv). This is a
i= consequence of the fact ttAGValv)) ¢ MAGValv)):

Icl; | 2 k, j=1.v; and a cost measure is optimized. Thea common ancestor of two different nodeandy in a
clustercly., is formed of all the tuples in that have to tree is a node which is different from at least ofithe

be suppressed in , and the tuples within every nodesx andy. Because of this fact, wheri will be
cluster clj, j=1..v will be generalized (their quasi- generalized toger(cl), ger(cl)[Q] will be a (or
identifier attributes) in ~ to common values. depending on the other tuplesah even an ancestor of

a) — therefore at least one of the valweandy; will be
eneralized further than its maximal allowed gelrera
ation value, leading to a constraint violatiorg.£.d.

The generalization information of a cluster, which
is introduced next, represents the minimal coveriné’
“tuple” for that cluster. Since in this paper weeus
predefined value generalization hierarchies forhbot Property 1 restricts the possible solutions of the
categorical and numerical attributes, we do noehav constrained anonymization by clustering problem to
consider a definition that distinguishes betweess¢h those partitions of for which every cluster to be
two types of attributes [21]. generalized doesn’t show any constraint violationtw
each of the quasi-identifier attributes. The foliogv
definition introduces a masked microdata that hdlp
us to express when the can be transformed to satisfy
constrained-anonymity using generalization only.

Definition 8. (Generalization Information: Let cl =
{rq, 1y, ..., 1} be a cluster of tuples selected from,

= {Qs, Qs ..., Q4 be the set of quasi-identifier
attributes. Thegeneralization information of clw.r.t.
quasi-identifier attribute set is the “tuple”’ ger(cl),  Definition 9. (Maximum Allowed Microdaty: The

having the scheme , where for each attribu®, 1 , maximl_Jm allowed micrqdatafor a microdata .
ger(c)[Q] = the lowest common ancestor iny of is the masked microdata where every quasi-
{riQl, ..., Q- identifier valuey, in  is generalized tMAGValVv).

For the clustercl, its generalization information Property 2. For a given , if its maximum allowed
ger(cl) is the tuple having as value for each quasimicrodata is notk-anonymous, then any masked
identifier attribute the most specific common microdata obtained from by applying generalization
generalized value for all that attribute valuesrfrd’s  only will not satisfy constrainekkanonymity.
tuples. In the corresponding , each tuple from the Proof. Assume that is notk-anonymous, and there

clustercl will have its quasi-identifier attributes values . . - .
replaced byer(cl). is a masked microdata that satisfies constraindd

To decide whether an initial microdata can beanonymlty. This means that evegy-cluster from

masked to satisfy constraingdanonymity property has at_leag.lk _elements and it does not have any
using generalization only, we introduce severafonstraint violation. Letl; be a cluster of elements from
properties. These properties will also allow uscase that is generahz_ec_zl o @I'CIUSFer n ( - L
that constrainedk-anonymity cannot be achieved using")- Because  satisfies constraineklanonymity, the

generalization only, to select the tuples that mhest 9eneralization ofcl; to ger(cl) does not create any
suppressed. constraint violation. Based on Property 1, for each

quasi-identifier attribute, all entities froal, share the
Property 1. Let  be a microdata set amtia cluster sameMAGVak. As a consequence, by generalizing all
of tuples from . If cl contains two tuples andr; such  quasi-identifier attributes values to their cormsging
that MAGValri[Q]) * MAGValr[Q]), where Q is a MAGVak (this is the procedure to create the
quasi-identifier attriobute, then the generalizatainthe  microdata) all entities from the clustel (for alli = 1,
tuples fromcl to ger(cl) will create at least one .., v) will be contained within the san@l-cluster. This



means that eaclI-cluster in contains one or Property 6. Any subset of that contains one or more
more Ql-clusters from and its size will, then, be at entities from cannot be masked using
leastk. In conclusion, is k-anonymous, which is a generalization only to achieve constraitkeghonymity.

contradiction with our initial assumption. // q.e.d Proof. We assume that there is an initial microdata,

Property 3. If satisfiesk-anonymity then a subset of , that contains one or more entities from
satisfies the constraindeanonymity property. , and can be masked using generalization only
Proof. This follows from the definition of to comply with constrained—aljonymity. Letx | i

C Let be the maximum allowed microdata
Property 4. An initial microdata, , can be masked to for . Based on Property 4, if can be masked to
comply with constrainedk-anonymity using only be constrained k-anonymous, then is k-
generalization if and only if its corresponding anonymous, thereforewill belong to aQI-cluster with
satisfiesk-anonymity. size at leask. By construction is a subset of
Proof. “If": If satisfiesk-anonymity, then based , and therefore, the size of eaCh-cluster from
on Property 3, is also constrainel-anonymous, is equal to or greater than the size of the

and  can be masked to (in the worst case — or correspondingl-cluster from . This means that

even 1o a less generalized masked microdata) tplgom Will belong to aQl-cluster with size at least in the
with constrained-anonymity. . This is a contradiction witk | .1 g.e.d.

“Only If"; If does not satisfig-anonymity, The Properties 5 and 6 show that is the
then based on Property 2, any masked microdatainimal tuple set that must be suppressed fronsuch
obtained by applying generalization only to will not  that the remaining set could be constrainked
satisfy constrainel-anonymity. // g.e.d. anonymized. To compute a constrainednonymous

Now we have all the tools required to checkmaSked. m_|crodata using minimum suppression and
L : generalization only we follow an idea found in Aid
whether an initial microdata can be masked to

satisfy the constrainedk-anonymity property using [2], which consists in modeling and solving-

eneralization only. We follow the next two steps: anonymization as a clustering  problem. First, we
9 Y. ps: suppress all tuples from the set. Next, we create all

Compute for . This is done by replacing q|-clusters in the maximum allowed microdata for\
each quasi-identifier attribute value with its | ast, each such cluster will be divided furthiér,
correspondingMAGVal - possible, using the clustering approach from [1,rip

It all Ql-clusters from have at leask entities  seyeral clusters, all with size greater than orabpik.

than the  can be masked to satisfy constrained Thjs approach uses a greedy technique that tries to
anonymity. optimize an information lossIL) measure. The

It is very likely that there are son@l-clusters in information loss measure we use in our algorithm
with size less thak. We use the notation to  implementation was introduced in [2]. We preserninhit

represent all entities from thes@I-clusters (for Definitions 10 and 11. Note that thig definition
simplicity we use the same notation to refer tdtiest assumes that value generalization hierarchies are
from both and ). Unfortunately, the entities predefined for all quasi-identifier attributes.
from cannot be&-anonymized while preserving the
constraint condition, as shown by the Property @. &
given  with its corresponding and sets the
following two properties hold:

Definition 10. (Cluster Information Los$: Let cl 1

be a clusterger(cl) its generalization information and
={Qq, Q,, .., Q} the set of quasi-identifier attributes.

The cluster information loss caused by generalizirg

Property 5. can be masked using tuples toger(cl) is:
generalization only to comply with constraindd IL (cl) =l |><t height (L (gen(cl)[Q;])
anonymity. i=1 height (H Q, )

Proof. By definition of the set, allQl-clusters from  where:
have sizek or more, which means that |cl| denotes the cluster cardinality;
satisfies thek-anonymity property. Based | (w), wi Hg is the subhierarchy dig; rooted inw;
on Property 4 ( is the maximum allowed  heightHg) is the height of the tree hierarcHy.
microdata for ), can be masked
using generalization only to comply with constraihe
anonymity. // g.e.d.



Definition 11. (Total Information Los9: Total This idea of dividing into clusters based on
information lossfor a partition of the initial microdata common MAGVak of the quasi-identifiers can be
set is the sum of the information loss measureafbr employed for other privacy models as well, not dioly

clustersin . k-anonymity. For instance, if we use an algorithrat th
creates ap-sensitive k-anonymous masked microdata

In IS \;\_/orthb not:ngt that, forb'lthe c;)hnstralune:d {20], such ag€nhancedPKClusterinf?2], we just need
anonymization by clustering probiem, the ClUSter 0y, “qoyacyte  that algorithm instead dBreedy k-

tuple_s to be suppressetl,.;, will have the maximum member_Clusteringfor eachQI-cluster from \

possiblelL value for a cluster of the same sizechs;. The obtained masked microdata will te

The information loss for this cluster will bat (cl,.;) = . : .
sensitive k-anonymous and will satisfy the

[cly+1pn, where n is the number of quasi-identifier N . . .

; . . eneralization boundaries. We can define this new

attributes. When performing experiments to comparg. del ined itive k .

the quality of constrained-anonymous microdata and privacy model agonstrained p-sensitive k-anonymity
Using similar modifications in the GreedyCKA

k-anonymous microdata, produced for the samethe algorithm, we can introduce constrained versions of

information loss of the constrained-anonymous other privacy models such asonstrained I-diversity

iﬁlUt'rzgsgglugﬁzté?eag]f?,rvg}?t'c’;néosfotca:;ed fg? IE 12], constrained t-closenes§l0], etc. and generate
Ppres ' y eir corresponding masked microdata sets.
generalized clusters. More than that, for every

suppressed tuple we consider the maximum informatio
loss that it can cause when it is masked. This way, . ]
quality of the constraine#t-anonymous solutions will !N this section we compare th&reedyCKA and
not be biased because of a favored way of computingréedy_k-member_Clustering[2] ~algorithms  with

5 Experimental Results

information loss for the suppressed tuples. respect to: thg quality.of the.results they produce
The two-stage constrainedk-anonymization measured aga}lr]st the information loss measure; the
algorithm calledGreedyCKAis depicted in Figure 5. algorithms’ efficiency as expressed by their rugnin
We present below the pseudocode of thdime; the number of. constraint violation thét
GreedyCKAAlgorithm: anonymous masked microdata producedGrgedy k-
member_Clusterindhave; and the suppression amount
Algorithm  GreedyCKA is performed by GreedyCKA in order to produce
Input — initial microdata; constrainec-anonymous masked microdata in presence
k—asin - k-anonymity: . of different constraint sets.
Output ={cl 1, cl 2,...cl v, cl y+1} - a solution for . . .
the constrained k-anonymization by The two algorithms were implemented in Java, tests
clustering problem for ; were executed on a dual CPU machine with 3.00 GHz
Compute and ; and 1 GB of RAM, running Windows 2003 Server.
= £ A set of experiments were performed for an
Foreach  Ql-cluster from \ el consisting of 10,000 tuples randomly selected ftom

Adult dataset from the UC Irvine Machine Learning

/I By cl we refer to the entities from . . .

/I that are clustered together in . Repository [15]. In all the experiments, we considiea
' = Greedy_k-member_Clustering( o, k) /2] set of eight quasi-identifier attributesducation-num
= E ' workclass marital-status occupation race, sex age

} andnative-country

v=]
cl v+l =

End GreedyCKA;

Initial microdata Ql-clusters in Final Ql-clusters in , k=3

* . . * * . . * ___:IC_*__*.: . *
* w Stage 1, * . * *:

* * & | forming * * & x L F o«
...i ...i ":.o:

L ] L ] [ ]
. ; . . . * 'n. 1Y e
o - o
. . — > s . — > Suppressed tuples

Figure 5: The two-stage process in creating coimgttk-anonymous masked microdata



The GreedyCKA and Greedy k-member_Clus- k-anonymity only. Figure 8 presents comparatively th
tering algorithms were applied to this microdata set, foinformation loss measure for the masked microdata
different k values, fromk=2 to k=10. Two different created by GreedyCKA and Greedy k-
generalization constraint sets were successivelnember_Clusteringwith the two different constraint
considered for everk value. First, only thenative- sets and fok values in the range 2-10.
countryattribute’s values were subject to generalization  As expected, the information loss value is gengrall
constraints, as depicted in Figure 6. Second, bothreater when constraints are considered in lhe
native-countryand age had generalization boundaries; anonymization process. Exceptions may however occur
the value generalization hierarchy and the maximurnfror example,GreedyCKAobtained better results then
allowed generalization values for tlage attribute are Greedy_k-member_Clusteririgr k = 8, 9 and 10, when
illustrated in Figure 7. In Figures 6 and 7, MAGVak only native_countrywas constrained. The information
are depicted as bold and delimited by * charact®fs. lost is influenced, of course, by the constraint
course, Greedy_k-member_Clustering proceeded requirements and by the microdata distributiontwtihe
without taking into consideration the generalizatio constrained attributes. When more quasi-identifierge
boundaries, as it is a “simple”, unconstraingd generalization boundaries or more restrictive galims-
anonymization algorithm. This is why the maskedtion boundaries, the information lost in the coaisted
microdata it produces will generally contain numexo k-anonymization process will generally increase.
constraint violations. On the other side, the Regarding the running time, we can state that
anonymization process @reedyCKAis conducted in GreedyCKA will always be more efficient than
respect to the specified generalization boundatiésjs  Greedy k-member_Clusterinhe explanation for this
why the masked microdata produced ®reedyCKAis  fact is that, when generalization boundariesraposed
free of constraint violations. they will cause the initial microdata to be dividad

The quasi-identifier attributes without several subsets (th@I-clusters of ), on which
generalization boundaries have the following heigot ~ Greedy k-member_Clusteringwill be afterwards
their corresponding value generalization hierachie applied. Greedy k-member_Clusteringas an O(r)
education-num- 4, workclass— 1, marital-status— 2,  complexity, and applying it on smaller microdata
occupation- 1,race— 1, andsex— 1. subsets will reduce the processing time. More

However, masking microdata to comply with theconstraints andQIl-clusters exist in , more
more restrictive constrainedk-anonymity model significant is the reduction of the processing tifoe
sometimes comes with a price. As the experimentsicrodata masking (see Figure 9).
show, it is possible to lose more of the intrinsic
microdata information when masking it to satisfy
constrainedk-anonymity than when masking it to satisfy

*Am erica* *Europe* *Asia* *Africa*

N NN

*North_A* South_# *Central_A* *West_E* East E =~ West_A *East_A* *North_Af*  South_Af
USA Canada ltaly —--- Greece Sou/tt Africa
Figure 6:MAGValsfor the quasi-identifier attribut€ountry.
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*0-19* 20-59 60-100

TN TS AN

16-19 *20-29* *30-39* *40-49* *50-59* *60-69*  *70-100*
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Figure 7:MAGValsfor the quasi-identifier attributége.
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25000

20000

0O GreedyCKA, native_country

15000 constrained
IL B GreedyCKA, native_country and age
10000 - constrained

0O Greedy_k-member_Clustering
5000 -

k= 2 3 4 5 6 7 8 9 10

Figure 8: Information Losdl() for GreedyCKAandGreedy_ k-member_Clustering.

1:40:48
1:26:24 M L
1:12:00 ] — — -
|_ O GreedyCKA, native_country
g 0:57:36 ] = = - I constrained
F 0:43:12 | || || || || || GreedyCKA, native_country and age
constrained
0:28:48 + — — — 1 I O Greedy_k-member_Clustering
0:14:24 ~ = = = — =
0:00:00 - =
= 2 3 4 5 6 7 8 9 10
Figure 9: Running Time fadBreedyCKAandGreedy_k-member_Clustering.
As pointed out, wherGreedy k-member_Cluste- Table 2 shows the number of tuples suppressed by

ring is applied tk-anonymize , the resulting masked GreedyCKAwhile masking the initial microdata.
microdata usually contains numerous constraint  All in all, our experiments proved that constraine
violations. Table 1 reports the number of constraink-anonymous masked microdata can be achieved
violations in the outcome of th&reedy k-member_ without sacrificing the data quality to a signifita
Clustering unconstrainedk-anonymization algorithm, extent, when compared to a correspondiagnonymous

for two maximal generalization requirement sets. unconstrained masked microdata.
While the constraine-anonymity model responds
k | No of constraint violationg No of constraint violations to a necessity in real-life applications the én'g;ﬂ(_
for 1 constrained attribute | for 2 constrained attributes anonvmization algorithms are not able'to build sk
native_country native_country, age . y 9 ) A .
> 605 2209 microdata that comply with it. In this context,
3 991 3824 GreedyCKAtakes optimal suppression decisions, based
4 1377 5297 on the proved properties of the new model (Props i
5 1657 6163 and 6), and builds high-quality constrainek
6 1906 6964 anonymous masked microdata.
7 2198 7743
8 2354 8417 _
9 2550 8931 6 Conclusions and Future Work
10 2728 9549 In this paper we defined a new privacy model, chlle
Table 1: Constraint violations @reedy k- constrained-anonymity, which takes into consideration
member_Clustering generalization boundaries imposed by the data owner
for quasi-identifier attributes. Based on the model
k 213/ 4|56 7 8 9 19

properties, an efficient algorithm to generate aked

No of suppressed tuples for
1 constrained attribute— | 0| 0| O] O O Of Q Q O

microdata to comply with constrainek-anonymity

native_country property was introduced. Our experiments showetl tha
No of suppressed tuples fpr the proposed algorithm obtains comparable inforomati
2 constrained attributes— | 5 | 15|24|28|48|60|81|97| 106 loss values with Greedy k-member_Clustering
native_country, age algorithm, while the masked microdata sets obtaimed

Table 2: Number of tuples suppressedligedyCKA  the latter have many constraint violations.
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in the analyzed microdata and a minimal user input. e et i ’ :

. . . Gehrke, Worst-Case Background Knowledge for
We also pointed out that the constraanonymity Privacy-Preserving Data Publishing®roc. of the IEEE

property and even our proposed algoriti@needyCKA ICDE (2007), pp. 126—135.

can be extended to other privacy models (modeld su¢14] MSNBC, Privacy Lost www.msnbc.msn.com/id/

as constrainettdiversity, constrainedd, k)-anonymity, 15157222 , 2006.

constrainedp-sensitivek-anonymity, etc. can be easily [15] D. J. Newman, S. Hettich, C. L. Blake, and C. Jeri
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